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Operating Systems

Trade and business publications are
full of articles about mission- and
time-critical applications. Discus-

sions of real-time operations abound in
manufacturing, communications, power
generation, stock transactions, and data
storage and transfer—the list is endless.
Today’s jargon degrades the expression
real time to mean something that is
merely “live” or “dynamic.” However, the
term, as it relates to hard real-time, de-
terministic, submillisecond executions,
is vital to the design and development
of medical electronics.

The market for medical instrumenta-
tion demands that hard real-time sys-
tems be based on a platform with proven
reliability, longevity, and rock-solid per-
formance. Beyond product requirements
are some basic but vital business con-
siderations. As with any application, the
key to profitability lies in reduced devel-
opment costs and faster time to market
with a versatile and flexible architecture.
When exploring the hardware and op-
erating system (OS) architecture on
which to base a medical device or in-
strumentation, there are many essential
considerations such as the following:

• How much does the core hardware
cost? Is it necessary to adopt a custom-

designed platform or will a standard
PC-based architecture be sufficiently
secure and robust?

• Should the system be based on an ob-
scure OS or a mainstream OS? How
easy is it to find developers who are
fluent in the chosen OS? Is it afford-
able to cultivate custom-built engi-
neering resources—both internal and
outsourced?

• Can the development environment be
simplified so that common tools and
languages can be used consistently
across all elements? How easy will it
be to design upgrades?

• How much will it cost to stay on the
technology treadmill—managing
hardware and software component
obsolescence?

• What about the user interface? Can it
be built on standard tools? Will cus-
tomers find it easy to use? Can it be
readily customized?

• Customers might need to integrate the
product into their existing workflow.
How will this influence OS selection?

• What about networking? Will the sys-
tem be isolated or does it need to con-
nect to other systems?

When exploring possible architec-
tures, it is wise to perform due diligence
on the state of the technology. The
PC/Windows OS architecture has size-
able market share in the embedded sys-
tems industry. Leveraging this standard
platform can reduce time to market as it
delivers reduced system complexity, uses
standardized tools, and makes out-
sourced engineering talent more readily
available. In addition, it renders a famil-

iar user interface and integrates easily
with third-party applications and net-
works. For example, a picture archiving
and communication system (PACS)
image database manager might be lay-
ered right onto the acquisition instru-
ment that feeds directly into the user’s
standard communication protocol to ex-
change data files (such as patient
records) or graphic files (such as x-rays).

RTOS: A Step Beyond Windows

Windows is quickly becoming the pre-
ferred platform for building highly in-
telligent automated systems. It is full fea-
tured, reliable, and secure, even in the
rigors of the medical environment. As
capable as the Windows OS is, it is not
built for deeply embedded applications.
The Windows kernel has been optimized
to balance system performance and re-
sponse time.

Although Windows  is capable of pro-
viding fast overall response times, it is
not appropriate for applications requir-
ing hard determinism. For example, a
Windows application thread, regardless
of its priority, is susceptible to being
preempted by any interrupt source—
including something as simple as a
mouse interrupt or as problematic as a
700-millisecond video driver.

Windows XP Embedded is a tool set
developed to manage the OS build. This
is critical to a disciplined development
organization (especially in medical
instrumentation) that needs to know
exactly what is in the build—nothing
extraneous, unknown, or undocumented.
But for all of its advantages, Windows
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XP Embedded still does not
address determinism. Al-
though the number of pro-
cesses available for Windows
to run can be controlled, the
system’s overall determinism
cannot be controlled.

Masking interrupts for
time-critical tasks is not pos-
sible without resorting to
writing Widows kernel-mode
applications. In the Windows
kernel, there is a mechanism
known as the deferred proce-
dure call (DPC). When han-
dling interrupts, it is typical to perform
as little as possible in the interrupt ser-
vice routine (ISR) and then queue a pro-
cedure containing additional processing
for later execution. The DPC is placed
into a queue on a first-in, first-out (FIFO)
basis with no provisions for priority. This
means that a low-priority DPC will be ex-
ecuted first if it is the first in line, regard-
less of the priority of DPCs queued be-
hind it. In addition, DPCs will not be able
to execute until all interrupts cease—even
low-priority device interrupts.

Window’s thread synchronization
mechanisms (e.g., semaphores and mu-
texes) are FIFO based, not priority
based. Therefore, two threads waiting
for the completion of an operation will
get a chance to run based on the order in
which they entered the waiting queue,
not based on the priority of the threads.
Win32 is an extensive application pro-
gram interface (API). However, many of
the calls (especially the graphical user
interface [GUI] portion) operate in a
synchronous manner so that the threads
are blocked until the called operation is
completed.

Real-time tasks may be held off from
completion until other lower-priority
activities are completed. This means
that any thread that uses these calls is at
the mercy of other (lower-priority)
threads in the system. Because this pri-
ority inversion is not a documented fea-
ture of the Win32 APIs, using any native
Win32 APIs may compromise the de-
terminism of the application.

With this in mind, developers often
design multiple computing subsys-
tems—one that handles the soft real-
time execution of networking, user in-

terface, and other noncritical functions,
and another that performs time-critical,
or hard real-time, executions (see Fig-
ure 1). These executions may be simple,
such as reading a pressure transducer
timed to the millisecond, but they are
vital and should not be interrupted by
any noncritical operations.

The time-critical subsystem is con-
trolled by a real-time OS (RTOS) that
works on top of, inside, or in parallel

with the resident Windows OS. A hard
real-time system can be described as any
system in which a timely response by the
computer to external stimuli is vital. An
OS must include the following elements
to be considered an RTOS:

• The OS must be multithreaded and
preemptive.

• The OS must support thread priority.
• The OS must support priority inheri-

tance.
• The OS must support predictable

thread synchronization mechanisms.

Options for Real-Time Windows
Environments

Suppose that a decision has been made to
base an instrument or device on the

PC/Windows platform, what
are some options for achieving
real-time control?

Restrict Windows to Soft
Real-Time Applications. If
the application can function
with missed events and with
timing variations averaging in
the 1–20 millisecond range,
then Windows can be used
for soft real-time control. In
this application, the cost of
missing deadlines should be
minimal.

Create a Finely Tuned,
Highly Constrained Environment. This
requires a very high skill level of Win-
dows programming. By creating a closed
system, Window’s unpredictable behav-
ior can be limited. Most of the applica-
tion will probably be written in Win-
dows kernel mode. Developing any
substantial applications would be very
difficult, neutralizing the benefits of
using Windows and resulting in code
that is difficult to create and support.

Provide a Win32 API Wrapper
Around an RTOS. This approach does
not leverage Windows; it merely pro-
vides an alternative API to an existing
RTOS. Standard Windows applications
cannot be utilized with this approach,
which limits available options for future
expandability. Because the target system
is not Windows, specialized tools must
be used for development. Moreover,
it would be difficult for product modi-
fications to keep pace with changes
and upgrades to Win32 as they are
introduced.

Couple an RTOS with Windows on
Separate Hardware. This usually refers
to running Windows and an RTOS on
physically distinct systems. This scenario
increases the cost of the total system by
requiring at least two separate comput-
ers. The developer must also overcome
the differences between two APIs, work
in multiple development environments,
and deal with the slow and difficult cou-
pling of application parts.

Modify the Windows Kernel. Win-
dows offers a variety of mechanisms to
protect processes and threads from each
other. The protection mechanisms result
in improved reliability in Windows.
However, these features are only available

Figure 1. Standard Windows soft real-time capabilities can
be enhanced by a hard real-time extension.
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to user-mode (Ring 3) or application-
level programs.

Kernel-mode (Ring 0) programming,
which is required for device drivers, gives
programmers complete access to the en-
tire address space, including access to the
kernel itself. (See Figure 2 for a compar-
ison of Ring 0 and Ring 3.) Some real-
time solutions essentially create a real-
time scheduler or device driver inside
the Windows kernel to manage timing
priorities.

Although kernel-mode programming
can offer the developer greater access to
hardware and process timing control, it
comes at the cost of reduced protection.
Because the real-time object code lives
inside Ring 0, it is not buffered from
faults of any type. This makes writing
any substantial real-time applications in
Windows kernel mode impractical for
all but the most experienced developers,
and a risky proposition at best. A Win-
dows blue-screen crash means that the
kernel is no longer functioning, and
therefore neither are any applications
and device drivers. In certain control ap-
plications, this can have catastrophic
consequences on equipment and, po-
tentially, lives.

Complement the Standard Windows
Kernel with a Real-Time Kernel. Solu-
tions that claim to bring hard real-time
performance to Windows must provide
an alternate kernel to handle real-time
task scheduling and execution. The al-
ternate kernel runs in conjunction with
the standard Windows kernel. In fact,
the three major solutions to real-time
Windows available on the market today
have taken this approach. Introducing
such a kernel into the Windows envi-
ronment, however, may actually de-

crease system relia-
bility unless the
kernel is at least as
reliable as the
Windows kernel.
Therefore, it is
critical that the
real-time kernel be
proven in real-life
applications, with
extensive testing
that can only come
through repeated
usage over time.

Other important considerations are
memory and address space protection,
as well as the ability to survive cata-
strophic system failures (Windows blue-
screen crashes). Finally, clean integra-
tion with the Windows environment
(e.g., leveraging the same development

tools and APIs when possible) is critical
for the general usability of the solution.

Complementary Real-Time Kernels

Specialization in a machine’s architec-
ture sometimes requires that elements
of a real-time system be distributed,
physically, from the center of logical
operation.

In many cases, an RTOS requires
dedicated, redundant hardware for op-
eration. These
systems are nec-
essarily expen-
sive and com-
plex. However,
there are real-
time extensions
available that
use the same
hardware with-
out compromi-
sing real-time
performance.
These exten-
sions essentially

divide one cpu into two separate virtu-
al machines, both sharing the same sil-
icon. These real-time solutions make
Windows an entirely suitable OS for
medical instrumentation applications.

In the real-time solution shown in Fig-
ure 3, a Windows extension application
interface (NTX) facilitates both com-
munication and synchronization be-
tween real-time processes and non-real-
time processes. Access to the hardware
abstraction layer (HAL) has been mod-
ified to guarantee system determinism,
even from within Windows. Most im-
portant, the system manages the con-
current operation of both the Windows
and real-time kernel.

Unlike real-time device drivers that re-
side within the Windows kernel, once
the hardware has been divided into vir-
tual separate machines, there is isolation

and protection between the two kernels.
The real-time system encapsulates Win-
dows as the lowest-priority task, en-
abling transparent, simultaneous opera-
tion of Windows and the real-time
kernel while giving priority to real-time
operations. Because the real-time kernel
and Windows system are implemented
as separate hardware tasks, address iso-
lation between Windows and the real-
time subsystem is maximized. The use
of distinct descriptor tables and unique

Figure 2. User-mode programming is suitable for developing
reliable real-time programs.

Figure 3. Two virtual machines can be created on a single cpu
for a reliable real-time control solution.
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